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[I skip this slide]
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Today I’m going to describe to you a new symbology we have developed at Cobblestone Software, which we call PaperDisk. This is the first time we have talked about the technology in a public forum. So it should be news. I hope it will be exciting news.


I’ll start by making a few introductory remarks, and then describe the highest level goals of the new symbology. I’ll then discuss how the symbology has been implemented to achieve these goals. 


At that point, I’ll present some benchmarks which will clearly demonstrate the power of the new approach. You should be impressed.


I will argue next that the symbology shows great promise as a standard, particularly in the consumer PC domain.


I end by covering applications, particularly as they relate to IBIP and the USPS.
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Paper should make the ideal digital medium. It’s cheap, portable, comfortable, and pervasive. It’s by far the most common medium for human readable information, and attaching digital information would be very convenient. It’s readily printed in large numbers. The channels of distribution, and the means of organization and storage, are well established. 


	I will be describing a technology that attempts to achieve fully the potential of paper as a digital medium. 
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There are, I believe, two basic approaches to 2D bar codes. 


There is the conventional approach, which regards 2D bar codes as extensions of ordinary linear bar codes. Example applications for these 2D codes might include encoding packing lists, and laboratory test results. They typically demanded fast response, and the symbols had to be able to be scanned by a small handheld device. 


This paradigm focused on 2D bar code symbologies that could be made very fast in a hardware implementation. This meant a simple decoding algorithm, and a quite rigid format. And the symbol had to be small to enable a handheld device to scan it. That limited the capacity further.


But there is another approach, which views paper more directly as a digital medium for the broad consumer market. It’s starting point is with the standard PC and off-the-shelf printers and scanners. The goal is flexibility of the format of the data, and information density. The full resources of a general purpose CPU were assumed. Hence, complex algorithms could be used, and powerful techniques from image understanding could be taken advantage of.
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Again, we call this technology PaperDisk. 


Its goals from conception have been, first, to maximize the density of information on paper. 


Different printers and scanners can naturally achieve different densities. The technology had to be flexible enough to get optimum results from all these peripherals.


It had to make for a growth path. The power of printers and scanners will improve over time, and the power of the technology should grow with it.


It was to link paper to the digital world at large. Paper happens, and it happens like no other medium. But it currently is just a dead end in the digital world. We were and are convinced that paper needs a digital life.


�
�
Slide 6�
�EMBED PowerPoint.Slide.8����
It was clear immediately that flexibility in formatting data on the printed page was key.


The density of information on the printed page will depend on the pair of printer and scanner. For example, a high accuracy printer paired with a high accuracy scanner should enable higher densities than a low accuracy printer paired with the same scanner. 


No matter what resolution the scan, the technology should be able to decode any symbol that is not simply too dense for it. And no matter what resolution the printer, it should be able to print out a symbol as dense as it, and the scanner, will allow.


The technology had to handle various printing processes -- inkjet, thermal, laser. It also had to deal with various bit depths in scans, and the effects of document feeding.


The symbology was to be defined in terms of dots, or printed pixels. These are the atoms of printed output, and so would give the greatest ability to finesse the symbol.


And a user had to be able to dial in any format. Only the person with the printer and scanner in front of him will know what’s best.
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The overarching technical goals of the PaperDisk symbology are best expressed somewhat abstractly, to get the right generality. 


PaperDisk attempts to build its symbology from basic principles.


First, the symbology must be based on the features and parameters that affect the density of information on the printed page. These features and parameters may be thought of as defining different dimensions in an n-dimensional space.


Second, the symbology must make it possible to vary these features and parameters independently in symbols it produces.


The point is the third bullet. For any pair of printer and scanner, there should be a point of highest density and reliability in the n-dimensional space we have defined.
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There are two basic mechanisms in any 2D bar code symbology. 


There is first some mechanism for representing data bits. The most compact representation will be one that represents an individual bit by the presence or absence of ink in a given region.


There is also a need for a way to locate just where those regions are. This requires another mechanism, the clocking mechanism. When you’re examining a scanned image of the symbol, this keeps track of where on the printed symbol you are.
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These two features are in fact quite distinct in their function. Yet in many 2D bar codes their properties are linked together. The sizes of the clocking features are often the same as the sizes of the data features. This serves implementation in hardware. 


But easy hardware implementation is not a constraint for us. So we allow the properties of these features to vary independently, as they should.


In particular, the sizes of the data features, on the one hand, and the clocking features on the other, are explicitly decoupled. Likewise for their separation from each other, and for their frequency.
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The data features of PaperDisk are composed of what we term “spots” in “cells.” A spot is a (typically) rectangular array of dots, or printed pixels, laid down by a printer to represent a bit being on. It is separated from adjoining spots (or places they might occupy) by designated vertical and horizontal distances. A cell may be thought of as the region allocated to a given potential spot. It does not occur in the primitives of the symbology itself, but it is a convenient logical construct. It suggests the area of the printed page that is rightfully occupied only by material from a given spot. 


The clocking features we call markers. They are interspersed throughout a a symbol at known displacements to fix the location of cells.


The markers are arranged in vertical strips through the symbol.


We’ll see examples soon.
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What are the things that affect data density?


There is to begin with the height of spots. There are also the length of the spots, but also the length of the markers.


And separation between features of course plays a role. There is the horizontal separation of spots and of markers. And there is the vertical separation of spots.
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This is a portion of a PaperDisk symbol.


Here are the spots. Here are the markers. The markers and spots you may imagine as extending above and below the portion pulled out in this figure. You should also imagine this diagram being replicated on either side across as well. Soon I’ll show you the whole symbol. 


The spots and markers have heights, and they have lengths. They have separations. Here’s the horizontal separation between spots. This is the horizontal separation between markers and spots. There is a vertical separation between spots. And a vertical separation between markers.  


And there is a parameter that determines the number of potential spots between markers, called spots per segment. A data segment is a row of potential spots.


The crucial thing is that in the PaperDisk symbology, each and every parameter here can be assigned any number you wish - assuming the number makes sense of course. That is true and complete flexibility. That is the root of the power of the symbology. Flexibility begets density.
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We conceived of this fundamental symbology a number of years ago, in precisely the form we describe it today. We’ve tweaked, independently, and to good effect, every one of the parameters we had introduced. Remarkably, we’ve had no occasion to wish that we had introduced further flexibility. We take this as good empirical evidence that this means the set of parameters may be taken to be, practically speaking, non-redundant, and complete.


Separating out the vertical and horizontal dimensions allows us to relax the size of cells and spots one dimension at a time. We have found many cases in which this allows greater densities than having to increase the size in both dimensions.


Sometimes too distortions in the printing or scanning may be introduced more in one dimension than another. Fax line noise and the sheetfed scanning for example can do that.  We can compensate by making features larger in the appropriate dimension. 


Separation between features is needed maybe most importantly to compensate for dot gain. But there are also issues on the scanning side. A dark or a bright feature can creep into pixels abutting that feature, and separation can again compensate.
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Markers and spots have different constraints, deriving from their different functions.


Many data features will rely on the location coordinates provided by a small number of markers. This means that the location of markers must be extremely reliable, and determinable without confusion. That in turn implies that markers must rarely be missing when printed, and must be distinct from other features. They must also be close enough to the data features they clock to give accurate coordinates.


To do all these things, they must be large enough, separated enough, and frequent enough.
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Spots must be large enough that the printer lays down the toner or ink in the cell that they own. Their size must also be great enough that the scanner can detect them. Spots must also be separated enough that their ink or toner does not flow substantially into an adjoining cell.


Unlike with markers, it is not so important that the toner or ink for a spot precisely occupy its designated area. The key thing is that when it is scanned, the area potentially occupied by a spot is clearly dark when toner is laid down, and light when it is not. The fit may be fairly loose. This looseness allows spots and cells to be smaller and closer together than the markers.
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Here is a full PaperDisk symbol, which we call a DataTile. Here is the portion that we saw exploded into the first figure. Here are the strips of markers. 


There are a couple of features on top. There’s the landmark and the metasector. They enable the arbitrary format for the data portion of the DataTile below. We’ll return to them. 


There is also the concept of a datasector. The data portion of a DataTile is composed of a rectangular grid of data sectors. The number across is expressed by the parameter Sectors Across. The number down is expressed by Sectors Down.


The width of a datasector is itself defined by the number of data segments, or rows of data between markers horizontally.


There are also some calibration patterns embedded in the symbol.
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It’s pretty straightforward to define a fully flexible symbology. But how do you decode a symbol when its format could be just about anything?


Here we borrow some concepts from image understanding. The trick in image understanding is to construct information about an image when apriori you know very little about it. What you do is to build a pyramid of knowledge. You first establish certain basic facts. Then you build on this to establish further facts. You iterate the process until you know what you need to know.


The PaperDisk symbology embodies this notion in the two features atop the symbol, the landmark and the metasector. They tell us what we need to know about the data format of the DataTile.
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We know in advance the formats of the landmark and metasector, because they’re rigid.


The landmark is the first thing found. It has a known aspect ratio, and finding it is resolution independent. And you’ll know you’ve really found it if it has a metasector next to it. The landmark gives an estimate of scale and orientation of the DataTile. It’s enough information to make out the metasector next to the landmark.


The metasector is a larger object, and gives much more accurate information about scale and orientation. It also encodes the format settings for the data portion of the DataTile. After decoding the metasector, we know what we need to know to make out the remainder of the symbol.
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I’ve described the flexibility of the symbology and said a word about how it is decoded. How in practice, do we find the point of maximum density for a given pair of printer and scanner?


You find a cell and spot size that are safe, in the sense that they can be decoded reliably. Also, you make sure that the markers are big enough and close enough not to cause a problem. Step by step, you reduce the spot and cell sizes until you reach a point when decoding becomes flaky or impossible. You retreat to the previous reliable sizes. 


Next you reduce the size and frequency of the markers until you also run into problems in decoding. Again, you retreat to the previous reliable setting.
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PaperDisk uses a number of techniques to handle error detection and correction.


First and foremost, it tries to see to it that errors are minimized. This is best done in our experience in the image domain -- that is, by finessing the size of the features to reduce errors. Error correction in the sense of communication theory performs the final cleanup.


We organize the bits in the codewords so that error bursts typical of printing defects have the smallest possible effect. No two bits from the same codeword should ever be close to each other. 


If error correction miscorrects a codeword, there is a checksum that will detect it.


If errors are detected, then multiple passes through the datasector, with different hypotheses, are invoked, until the checksum checks. Again, this is a notion lifted from image understanding.
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Here’s the proof of the pudding. Flexibility works.


The top benchmark is this page. [I point to a sheet of paper with pattern.] This is our Mega-Page. It encodes a full megabyte of information. Uncompressed, in this case, it amounts to about 4 megabytes. It is printed by a Linotronic. Given what we have seen under a microscope, we expect that it could be run through ordinary offset printing and retain its density. It takes a 600 dpi scanner to decode. It’s 12,200 bytes per square inch. 


The benchmarks go through a variety of printing and scanning scenarios, all the way down to a fax machine as a printer -- 200 dpi, and a fax machine as a scanner. Even there, the densities are impressive -- 600 bytes/sq.in.
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Some other relevant benchmarks.


First speed, it can encode at 35 kilobits per second, and decode at 20 kilobits per second on a 100 MHz Pentium. If we assume that minimal indicia is 500 bytes, that means it can encode about 8 indicia per second, and decode about 5 indicia per second. Computationally, it’s no slouch.


We have generated individual symbols from a fraction of a square inch in size all the way up to a full legal size page.


And the decoding software can tolerate skews up to about 20 degrees. 
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The symbology has been tested and made robust across pretty much the gamut of printers and scanners likely to be found attached to a computer.


On the printing side, its domain goes from a 200 dpi fax machine, up to a 1270 dpi Linotronic. On the scanning side, it goes from a 200 dpi fax machine up to a 600 dpi scanner. We’ve interpolated scans up to 800 dpi and decoded DataTiles successfully. 


And there’s compatibility across the ranges. A scanner of any resolution can accept output from a printer of any resolution. We believe we can get the highest feasible densities in each case. 
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The PaperDisk software will choose appropriate default format settings for a wide range of printers, given a target set of scanners. 


We’ve got the Linotronic, the lasers, the inkjets, the fax machines. 
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And PaperDisk has achieved the resolution independence in scanning we wanted.


You can set a 600 dpi scanner at a fixed setting and decode a DataTile that has 12,200 bytes per square inch -- that’s our Mega-Page. Then you can scan another DataTile with the same setting, and that DataTile can encode 100 bytes per square inch. It will decode just fine, too. 
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The software is written in C, and runs under Windows 3.1 and 95. We have over a period of years internally tested it on 26 printers and fax machines, and 21 scanners. This testing has comprehended over 30,000 images


The software has been in the hands of beta-testers for over a year, and the process has been completed to our satisfaction.


The software can also process images in bands to reduce the memory requirement. 
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There are ten levels of error correction selectable, from 3% redundancy up to 48%, and most of these levels can correct 2 bits per codeword.


The algorithm uses 8-bit, 4-bit, and 1-bit data. It has been designed from conception to exploit gray  value data, and some of its power most definitely arises from this fact. 


The compression technique is simple Zip compression. 


And it currently supports a form of encryption that is standard for Zip files. 
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So we have a flexible symbology.


Now let’s see what it buys us. 


We believe that there is  effectively a unique best solution to the problem of encoding digital information on paper. The point is, the geometry of a rectilinear grid of dots allows only a limited number of ways of being parsed out effectively by a symbology. We believe that we have identified all of the parameters and features that are the primary contributors to density of information on the printed page. And we believe that we have enabled full flexibility over these parameters. This belief has been borne out by our experience as well. That would imply that we have a unique best solution.


If this is true -- time will tell -- then no other technology can really compete. There is powerful reason to expect this technology, or one indistinguishable from it, will become standard.


We’ve applied for a patent on the technology. But its very flexibility may make it possible for us to release some segment of it into the public domain, and preserve an upgrade path for ourselves. Such a segment might serve the demands of the IBIP program. We’ll see how this might work legally.
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The notion that we have the best solution can be put to an empirical test. We regard this as the Fundamental Test of a 2D bar code symbology.


The test is, Can the symbology, for any pair of printer and scanner, support reliable encoding and decoding at the highest sustainable densities? 


You’ve seen some of our benchmarks. A challenger will have to match them. That is empirical.


Why choose this test? Because what a symbology can do depends decisively on how much information it can carry.


Being able to get the greatest punch out of any combination of printer and scanner is also of pretty obvious importance. 
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I’ve introduced a new symbology. Now let me talk about the new paradigm that is its reason for living. 


What we think we’ve got is the next step beyond the graphical user interface. It is Paper as User Interface.


The concept is that encoded symbols on paper, function like icons, and drive PC actions. These actions can be anything the PC can do -- dial up a number, pay a bill, invoke a fax back, retrieve information over the Internet, fire off e-mail, someday program a connected VCR or microwave or furnace. 


The description of these actions would be placed on the piece of paper itself.


One analogy that’s familiar are the icons that automatically register software. You click on them and they initialize the modem, dial up a number and transmit registration information. 


The limitation with those icons is that you have to enter your personal information. But in the new paradigm, paper bills, and forms you get in the mail would typically include this info, because the senders would know it. So the icons on paper would be individualized.


The consumer would have little or no data entry.
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In this paradigm, ease of use is King. 


It features what is in effect one button launch, or maybe one scan launch. The idea is familiar, actually. Standard bar codes are based on just this concept. You learn one thing, how to scan. Everything else happens automatically. The bar code itself tells the system what should happen next. 


The point is, everybody feels comfortable using bar codes. That’s the comfort we want to build into our technology.


It is inherently easier than purely electronic interfaces, because navigation can be automatic, there are few if any keystrokes or clicks, and the explanations are generally in the comfortable realm of paper, not the computer monitor.


Who delivers the encoded paper? Well, the USPS, if it drives the concept.
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Of course, a consumer can’t use the paradigm if she doesn’t have a scanner.


Basic forces very much favor widespread adoption of scanners. As far as the eye can see, the prices of desktop scanners are decreasing, and their resolution and speed are increasing. 


Giga Information Group projects that in a few years 4 million standalone scanners will be sold and 7 million multi-function devices, which include a scanning capability. 


The Holy Grail of course is to have a scanner bundled with every PC sold. There are hopeful signs of this. A number of vendors bundle scanners with some PC models.


Scanners nowadays mainly do faxing and copying. What they really need is a killer app. We think paper based digital storage and communication will do it. That’s what’s done it for fax/modems, floppy disks, and CDs.
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Paper based digital information will be  every bit as important. 


Digital information can go from the electronic domain, to the paper domain, and back again seamlessly.


Consumers will get the best of both worlds. They’ll have the comfort and convenience of paper, and the power and effectiveness of digital information.


And because it is one button or one scan, it will extend the many functionalities of a PC to everybody. 


I for example have never done a fax-back from a PC. I wouldn’t relish figuring out how to do it if I had to. This technology could do it automatically. 


We all have gaps. This can work around them.
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We believe that this new paradigm matters to the USPS. It goes absolutely to its core business.


The USPS makes its real revenue out of paper mail. People like paper, but mail is often about getting things done, and electronic transactions are clearly faster and more effective. If the transactions now performed via paper mail are transported into a purely electronic realm, paper mail may go into real decline in use. 


The paradigm we are espousing can counter this. Digitally empowered paper mail would have the effectiveness of electronic transactions. It would even be much easier to use than purely electronic alternatives. It makes paper mail relevant far into the future. It can support growth in the core business of the USPS. 


That’s the big picture.
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IBIP fits into that big picture and our technology fits into IBIP.


PaperDisk would, I would argue, reduce the risk of IBIP by making sure the minimum carrying capacity for data was achieved. We can deal with dot gain and other inaccuracies. Other symbologies are not likely to have our flexibility.


We also handle the two faceted nature of the program. We can get optimum results both for meters and for computer based printers. 


We have explicitly dealt with the more precise printers attached to PCs. Clearly, this is the future direction of the program. Well, we’ve been there. We’ve come back with benchmarks.


And our flexibility will allow a seamless, painless growth path as printers on the one side and scanners on the other are upgraded.
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Carrying capacity is maybe the key issue for IBIP. It fundamentally fixes what is possible. 


It might turn out to be important to extend the security features. One thing to do would be to encode a low res, highly compressed image of a mail piece itself in the indicia. That way if indicia were copied, they could be known immediately to be fraudulent. There would be no need to wait to check it against maybe imperfect audit trail information. 


The amount of added value features also hangs on capacity. I’ll describe some possibilities shortly.


Let’s contrast PDF 417 with PaperDisk. It is our estimate that PDF 417 indicia might be at most about 1200 bytes, being generous.


PaperDisk indicia could hold between 3KB and 20KB, depending on the printer and scanner. 


And PDF 417 will mean nothing to consumers. It tops out about 2KB a symbol. We have a 1 MB symbol.


[New material -- it isn’t surprising that PDF-417 is less capable. It is designed to maximize density for hand-held scanners, which has no important application in the IBIP scenario.]
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What value added features can we support?


Precisely the sorts of things that would make paper mail keep its relevance to consumers.


In a couple of years, guess who delivers the most items of digital information to the most consumers? Not the Internet by e-mail. The USPS. In the form of IBIP indicia. Probably by an order of magnitude more than e-mail. 


It is an opportunity that cannot be wasted. A consumer, when she looks at IBIP indicia, should be able to say, this means something to me, I can use this.


It might include an electronic form and an on-line dial up number to order something with little more than a scan, and a pointclick. It might be e-mail addresses and public keys to transmit sensitive information.


It might be a URL to retrieve without navigation a precisely relevant piece of information from the Internet.


It might be a menu to bypass complicated voice menus and fax back menus.


There are a lot of possibilities here.
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The technology would apply to many other USPS applications. 


The same software and PSD that would implement IBIP on a PC can be used to promote broader purposes for the USPS. It would automatically have great penetration. 


One thing it could do is to encode information on paper other than in indicia. This could include private billing or statement information that could go inside the envelope. And using PaperDisk, this could also include about legal contract you might want. This could extend the digital signature program for the USPS. That document could be stored, or mailed, or distributed. At any later time it could be scanned to be sent via e-mail, hybrid mail, and the time-stamping and authentication would be there. There’s a possibility of real synergism here.


I suggest you look to our paper in the proceedings for more detail on the other applications, or better still come by later and talk with us. We will also have a demonstration running this afternoon.


I hope to see you there. 


Thank you. 
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